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Research on Quality-of-Service (QoS) in the 1990s has resulted in the development of a deterministic network calculus, as a new theory that provides powerful tools for reasoning about worst-case delays and backlogs in a network. Many traffic algorithms developed for QoS networks, such as scheduling and traffic conditioning methods, have been validated and evaluated with the analysis tools of the deterministic network calculus.   However, the deterministic view of traffic does not account for statistical multiplexing gain. This generally results in an overestimation of actual resource requirements and a low utilization of network resources. Since statistical multiplexing gain increases with the amount of traffic, the penalty for ignoring statistical multiplexing is exacerbated with increasing network capacity. This motivates the search for a statistical network calculus that can exploit statistical multiplexing, while preserving the algebraic aspects of the deterministic calculus. 

Several research efforts have tackled the problem of reconciling a network calculus with statistical multiplexing, and significant progress has been made on this subject. In our research we have taken an approach to a probabilistic network calculus, where we express statistically multiplexed arrivals of traffic in terms of effective envelopes, which are bounds on aggregate traffic that hold with high probability. Service guarantees to traffic are either given by a scheduling algorithm or expressed in terms of effective service curves, which are probabilistic lower bounds on service guarantees. Using these concepts, we were able to express several results from the deterministic calculus in a statistical setting. Recently, by showing that an effective bandwidth formulation can be expressed in terms of an effective envelope, much of the effective bandwidth research can be viewed in the context of a statistical calculus. 

The long-term goal of this research direction is to develop a new theory and new algorithms for determining the delay and throughput performance of a network. After this, the next step is the formulation of efficient and simple algorithms that result in techniques to analyze or provision practically relevant network environments. At present, these are all open research questions. 

It is encouraging that currently available results permit to make a few interesting observations. For compressed video traffic sources, it can be shown that, at high data rates, statistical multiplexing gain dominates the effects of scheduling in a network. This is an indication that a relatively simple network design may be sufficient to provide strong service guarantees. In a recent study, we derived statistical lower bounds for the service experienced by a single flow when resources are managed for aggregates of flows and when the scheduling algorithms used in the network are not known. This result could be applied for verifying service level agreements with network service providers: if a network customer can measure its aggregate input to the network and the throughput of only a single flow, the customer can determine if the network service provider has provisioned the total amount of resources  (for the aggregate) specified in the agreement.
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